Testing improves long-term retention in a simulated classroom setting

Andrew C. Butler and Henry L. Roediger, III
Washington University in St Louis, St Louis, MO, USA

The benefits of testing on long-term retention of lecture material were examined in a simulated classroom setting. Participants viewed a series of three lectures on consecutive days and engaged in a different type of postlecture activity on each day: studying a lecture summary, taking a multiple choice test, or taking a short answer test. Feedback (correct answers) was provided for half of the responses on the multiple choice and short answer tests. A final comprehensive short answer test was given 1 month later. Restudying or taking a multiple choice test soon after learning improved final recall relative to no activity, but taking an initial short answer test improved final recall the most. Feedback did not affect retention, probably due to the high level of performance on the initial tests. This finding is a powerful demonstration of how tests (especially recall tests) can improve retention of material after long retention intervals.

In most educational settings, tests are employed as a means to evaluate student learning for the purpose of assigning grades. The heavy emphasis on assessment often obscures another function of testing that is highly relevant to the goals of education: the promotion of learning. Considerable research in cognitive psychology has demonstrated that testing improves retention of the material tested, a phenomenon called the testing effect (Carrier & Pashler, 1992; McDaniel & Masson, 1985; Wheeler & Roediger, 1992; see Roediger & Karpicke, 2006a, for a review). To be sure, the idea of using tests as a learning tool in the classroom is not new (Gates, 1917; Jones, 1923–1924; Spitzer, 1939), and many researchers have made a case for the benefit of frequent testing in education (Bangert-Drowns, Kulik, & Kulik, 1991; Foos & Fisher, 1988; Glover, 1989; Leeming, 2002; Paige, 1966). However,
many of the laboratory studies that demonstrate the benefits of testing utilise basic materials, such as word lists, and retention intervals that usually are quite modest, such as a test at the end of a single experimental session or at most spanning a couple of days (e.g., Allen, Mahler, & Estes, 1969; Hogan & Kintsch, 1971; Thompson, Wenger, & Bartling, 1978). In the effort to apply the benefits of testing to educational practice, an important question remains: to what extent can findings from the laboratory be transferred to the classroom?

Jones (1923–1924) was the first researcher to investigate this question by conducting a series of experiments to study the retention of lecture material in the college classroom. Alarmed by the poor retention of lecture material he found in his first set of experiments (on average only two-thirds of the material was recalled on an immediate test and markedly less after a delay), he decided to assess whether previous findings about the benefits of recitation (Gates, 1917) could be applied to the college classroom. In perhaps his most impressive experiment, Jones investigated the effect of testing on later retention by giving students a brief completion test (e.g., fill-in-the-blank, short answer) immediately after a one hour class lecture and then retesting them after various delays (3 days to 8 weeks) to measure how much of the material they had forgotten. His control condition (for the purpose of comparison with the retest score) was a test of equivalent delay that covered material from the same lecture that had not been previously tested. The data, collected from 600 students across 27 lecture sessions, revealed a large benefit of testing: The amount of information retained after 8 weeks with a prior test was greater than that retained after just 3 days without a prior test. Overall, Jones concluded that testing is an effective method for improving the retention of lecture material and also indicated that tests should be given immediately to maximise their benefit (see also Spitzer, 1939).

The experiments conducted by Jones (1923–1924) are groundbreaking in that he used educationally relevant materials (class lectures) and long retention intervals (up to 8 weeks) to provide solid evidence that tests can be used as learning tools in the classroom. However, one problem with drawing firm conclusions from the results of the study is his failure to equate for total exposure time to the material for the two groups. That is, testing may simply have permitted students to selectively restudy the recalled material, so the benefit from testing could be due just to such restudying. In more recent research on the testing effect, a control group that restudies the material has been employed to equate for overall processing time in order to negate the hypothesis that testing is beneficial only because it involves additional exposure to the material (e.g., Roediger & Karpicke, 2006b). Interestingly, Jones did compare testing to additional study in a separate experiment using paired associates, but chose not to incorporate this design feature in his
experiment with class lecture materials (possibly due of the difficulty of producing an appropriate summary of an hour-long lecture).

Since Jones’ (1923–1924) landmark study, a handful of subsequent experiments on the testing effect have used complex materials and longer retention intervals, but none has come close to combining the high degree of ecological validity and methodological rigor of his work (but see Metcalfe, Kornell, & Son, 2007 this issue). Many researchers have purposely incorporated educationally relevant materials in carefully controlled experiments with the goal of generalising to the classroom, a practice that dates from some of the first studies demonstrating the testing effect (e.g., Gates, 1917; Spitzer, 1939) to more recent efforts that have revived this tradition (e.g., Roediger & Karpicke, 2006b). Among the types of materials that have been used are foreign language paired associates (Carrier & Pashler, 1992), general knowledge questions (McDaniel & Fisher, 1991; Butler, Karpicke, & Roediger, 2007), and prose passages (Duchastel & Nungester, 1981; Foos & Fisher, 1988; Glover, 1989; LaPorte & Voss, 1975; Roediger & Karpicke, 2006b). Although the use of complex verbal materials in laboratory studies has strengthened the rationale for applying testing as a learning tool in education, even the most complex verbal materials (e.g., prose passages) are still relatively simple compared to the rich array of information encountered by students in the classroom.

Investigations of the testing effect that incorporate a retention interval of more than a week are rare and, to our knowledge, almost all of these studies have utilised naturalistic methodology to examine the extent to which information is retained over long periods of time. A prime example is the literature on the long-term retention of knowledge acquired in classrooms (e.g., Landauer & Ainslie, 1975; Semb, Ellis, & Araujo, 1993; for review see Semb & Ellis, 1994). Taken as a whole, these studies suggest that classroom testing benefits long-term retention of course material across a range of disciplines (e.g., medical education, physics, language instruction, etc.). However, instead of manipulating testing as an independent variable, these studies use testing to examine the retention of information over the period between a final course exam and a subsequent retention exam (often given as an afterthought) as a function of other variables, such as instructional technique and degree of original learning. In addition, these studies were conducted in real classrooms using established curriculum, a situation that introduces numerous uncontrolled factors (e.g., studying outside the classroom) and a lack of random assignment to groups (because ethical objections about placing students in a true control group). Another relevant example is research that investigates the maintenance of knowledge over retention intervals of many years. Bahrick and his colleagues have produced some of the best research on this topic showing the long-lasting benefits of testing (Bahrick, 1979; Bahrick, 1984; Bahrick & Hall, 1991). However, one
limitation of his studies is that he must rely on estimations of original learning in order to make feasible decade-long retention intervals. A cross-sectional design has also been used to study the long-term retention of knowledge learned in a cognitive psychology course (Conway, Cohen, & Stanhope, 1991).

Of the few studies that have manipulated testing as an independent variable to examine retention over longer intervals, almost all have used the relatively simple verbal materials described above (e.g., Nungester & Duchastel, 1982; Spitzer, 1939). One notable exception is a recent study by McDaniel, Anderson, Derbish, and Morissette (2007, this issue) that investigated the benefits of testing over a semester using complex verbal materials. Students in a web-based course on “Brain and Behavior” were assigned 40 pages of reading per week and took either a short answer quiz, a multiple choice quiz, or read the facts that were used for the quiz conditions. Taking an initial short answer quiz led to superior performance on a subsequent multiple choice unit test relative to taking an initial multiple choice quiz or reading key facts.

The present experiment attempts to build upon the earlier work of Jones (1923–1924) by investigating the benefits of testing in a simulated college classroom setting. The study combined the experimental control of the laboratory with materials (art history lectures) like those found in a college classroom. We also used a long retention interval (1 month) to provide insight into a more realistic timescale over which students may retain classroom lecture information prior to a test. In addition to incorporating a “study” control group to equate presentation with the testing groups for total exposure to the materials, we investigated how different types of test (multiple choice and short answer) and the provision of feedback (correct answers given or not) would benefit retention of lecture material.

Participants watched a series of three lectures on consecutive days and engaged in a different learning activity after each lecture: taking a multiple choice test, taking a short answer test, or studying a lecture summary that contained points tested in other conditions. Each learning activity incorporated information from the lecture viewed that day only. Correct answer feedback (a presentation of the question and correct response) was given for half of the responses on the multiple choice and short answer tests.

One month later, participants returned for a comprehensive short answer exam that covered all three lectures. This final test included questions about information covered in the learning activities as well as information that had appeared in the lectures but that had not been re-presented during the any of the learning activities. This material from the lecture that was not presented again in any condition serves as a baseline against which to assess the effects of restudying or taking a multiple choice or short answer test.
METHOD

Participants and design

Twenty-seven Washington University undergraduates participated in the experiment (six other participants completed the initial sessions, but chose not to return for the final session and were therefore replaced by new participants). Course credit was given for the initial three learning sessions and a payment of $10 was given for the final test session. Participants were tested in groups of two to six people. The experiment employed a 2 (type of postlecture activity: multiple choice, short answer) × 3 (provision of test/feedback: no test, test without feedback, test with feedback) within-participants design. We also included an additional study control condition (a third type of postlecture activity) that could not be crossed with the provision of test/feedback factor. Thus, the overall design was unbalanced, but the experiment was fully counterbalanced and utilized a completely within-participants design. The type of postlecture activity factor and the additional study control were manipulated between lectures, whereas the provision of test/feedback factor was manipulated within lectures, but between items. That is, for each lecture in a testing condition, 10 items were not tested, 10 items were tested without feedback, and 10 items were tested with feedback.

Materials

Materials consisted of three videotaped lectures on art history from a series entitled From Monet to Van Gogh: A history of impressionism (The Teaching Company, 2000). The videos depicted a professor (Dr Richard Brettel) lecturing into the video camera (as if speaking to a classroom of students) interspersed with slides of relevant pieces of art and photographs. Each lecture covered the life and work of a single artist (Berthe Morisot, Auguste Renoir, Edgar Degas) and lasted 30 min.

For the purpose of the postlecture activities, 30 facts were selected from each lecture to create study and test materials. These facts covered many types of information (e.g., names, dates, events, etc.) and the timing of their presentation during the course of the lecture was evenly distributed over the 30 min. Lecture summary materials (for the study condition) were constructed by grouping the facts into paragraphs. Test materials were constructed by converting the facts into question/answer format. For example, a question from the Morisot lecture was “What aspect of Morisot’s art could be used to date her paintings?” (Answer: The fashions worn by the women). For the purpose of multiple choice test, three plausible lures were developed for each question.
The experiment was counterbalanced in several ways. First, the 30 facts/questions for each lecture were divided into three sets of 10 items: Sets A, B, and C. To create the sets, the facts/questions were arranged by order of presentation in the lecture and randomly assigned to a set with the constraint that no set could receive more than one item from each consecutive group of three items. This method ensured that each set contained items that were evenly distributed over the course of the lecture. Second, three lecture presentation orders were created to counterbalance the sequence in which participants would view the lectures in the three initial learning sessions. The three orders were constructed such that overall each lecture would be presented equally often in each presentation position: (1) Renoir/Morisot/Degas, (2) Degas/Renoir/Morisot, (3) Morisot/Degas/Renoir. Third, three orders of the postlecture learning activities were created to counterbalance the sequence in which participants would engage in the different tasks. These orders were established such that across participants each activity occurred equally often after each session: (1) multiple choice/short answer/study, (2) study/multiple choice/short answer, (3) short answer/study/multiple choice. Finally, the counterbalancing orders for item set, lecture, and postlecture learning activity were factorially combined to create a total of 27 versions of the experiment. Each of the 27 participants was randomly assigned to one of these 27 versions.

Procedure

The experiment consisted of three initial learning sessions, which occurred on successive days, and a final test session, which took place about 1 month (28 days) after the final learning session. None of participants reported any prior experience with the material (e.g., an art history course on Impressionism).

Initial learning sessions. At the first session, participants were given a general overview of the experiment. Before watching the video, they were instructed to approach the lecture as they would a regular class and to take notes on blank paper that was provided. Although each participant took notes during all three initial sessions, the instruction to take notes was included to enhance the simulation of a classroom experience and therefore the notes were not subjected to any further analysis. When everyone was ready to begin, the video lecture was presented on a large screen at the front of the room by way of a mounted projector. After the lecture, the participants handed in their notes and moved to a computer to engage in the postlecture learning activity: studying a summary of the lecture, taking a multiple choice test, or taking a short answer test (depending on the task to
which they were assigned for that session. All the postlecture learning activities were presented individually on a PC using E-Prime software (Schneider, Eschman, & Zuccolotto, 2002) and the specific instructions for the assigned activities were explained at the start of the computer program. The postlecture portion of the session lasted approximately 10 min. Both the multiple choice and short answer tests were self-paced and the 20 questions were presented in a random order determined by the program (the other 10 questions associated with the lecture were not tested). Before the short answer test, participants were instructed to provide an answer to every question and told that any given answer should be no more than a sentence in length. Responses were entered using the keyboard. On both types of test, participants rated the confidence in their response after each question on a 4-point scale: 0 = guess, 1 = low confidence, 2 = medium confidence, or 3 = high confidence. After the confidence rating, participants saw either the correct answer feedback or a screen with “loading next question” for 6 s after each question (depending on the condition to which the item was assigned), so that total time spent on each question was roughly equated.

The study task consisted of reading a summary of the lecture that included all 30 facts from the lecture. Participants were instructed to read through the summary and pick up any information they had missed in the lecture. For the purpose of presentation, the summary was split up into three sections. Each section was displayed for 90 s (sufficient time to read through text once) before the program automatically cycled on to the next section. In total, the summary was presented twice (two complete cycles of the three sections) to keep participants engaged for the full duration of the postlecture activity. Thus, the time spent on each of the different postlecture activities was roughly equated with each task lasting approximately 10 min. The subsequent two learning sessions followed the same format: Participants watched a lecture (30 min) and then engaged in one of three postlecture learning activities (study, multiple choice test, short answer test). At the end of the third learning session, they were reminded about the final session and dismissed.

**Final test session.** Approximately 1 month after the third learning session, participants returned to take the comprehensive, self-paced, short answer test. The test consisted of 90 questions and covered all three lectures. As before, the test was given on a PC computer and the questions were presented in random order. Responses were entered using the keyboard. Instructions against guessing were given (“please answer only if you are reasonably sure you are correct”) and thus omitting a response was identified as an option. After participants had finished the final test, they were debriefed and dismissed.
RESULTS

All results were significant at the .05 level of confidence unless otherwise noted. Pairwise comparisons were Bonferroni-corrected to the .05 level. In the analysis of repeated measures, a Geisser-Greenhouse correction was used for violations of the sphericity assumption (Geisser & Greenhouse, 1958).

Initial learning tests: Proportion correct

Overall, participants produced a high level of initial test performance: the proportion of correct responses on the multiple choice test ($M = 0.88$) was significantly higher than that of the short answer test ($M = 0.68$). However, this high level of performance was intended for two reasons: (1) to make sure that performance on the final test would be above floor, and (2) when using a test as a learning tool it is important that test-takers are able to retrieve a reasonable amount of the tested information, as Jones (1923–1924) and others have pointed out previously.

Final short answer test: Proportion correct

Figure 1 shows the proportion of correct recall for the final short answer test as a function of initial learning activity condition (data in the test conditions are collapsed across feedback conditions). The mean proportion correct for items in the no feedback and feedback conditions were almost identical for both types of prior test: multiple choice (no feedback = .36, feedback = .36)

![Figure 1](image-url)
and short answer (no feedback = .46, feedback = .47). This observation was confirmed by a 2 (initial test type: multiple choice, short answer) × 2 (provision of feedback: no feedback, feedback) repeated measures ANOVA in which there was no difference between provision of feedback conditions, \( F(1, 26) = 0.01, MSE = 0.019, p = .95 \). There was a significant main effect of initial test type, \( F(1, 26) = 15.96, MSE = 0.020, \) partial \( \eta^2 = .38 \), where taking a prior short answer test \( (M = 0.47) \) led to superior performance relative to a prior multiple choice test \( (M = 0.36) \). The interaction of initial test type and provision of feedback was not significant, \( F(1, 26) = 0.09, MSE = 0.023, p = .76 \). Thus, for the purpose of subsequent analysis, the data in the prior testing conditions were collapsed across the feedback conditions.

To examine the relative benefit of prior learning activity, a one-way repeated measures ANOVA was conducted with type of initial learning task (no test, study, multiple choice, short answer) as the factor and proportion correct as the dependent variable. This test revealed a significant difference among the four initial learning task conditions, \( F(3, 78) = 27.07, MSE = 0.012, \) partial \( \eta^2 = .51 \). Pairwise comparisons indicated that a higher proportion of items in the short answer condition were recalled than in either the multiple choice condition, \( t(26) = 3.99, SEM = 0.027, \) or the study condition, \( t(26) = 3.17, SEM = 0.035 \). There was no difference between the multiple choice and study conditions, \( t(26) = .04, SEM = 0.031, p = .97 \), but the study condition (and the other conditions) led to a higher proportion of correct responses than the no test condition, \( t(26) = 5.10, SEM = 0.031 \).

**Final short answer test: Performance as a function of initial confidence**

Performance for the two initial test conditions (multiple choice and short answer) was broken down as a function of initial confidence estimates. Due to the high level of initial test performance, confidence estimates were skewed towards the “high confidence” end of the scale. Overall, higher levels of initial confidence led to a higher proportion correct on the final short answer test. However, there were no systematic differences between the two feedback conditions at any of confidence levels.

**GENERAL DISCUSSION**

This experiment examined how different types of postlecture activity affected retention of lecture material over a realistic (1 month) retention interval as measured by a final short answer test. We found that taking a prior short answer test produced significantly better retention of the material than both studying a lecture summary or taking a multiple choice test.
Although there was no difference in the amount of material retained in the study and multiple choice conditions, all three conditions in which participants engaged in a postlecture activity resulted in superior performance relative to the no activity condition. Surprisingly, the provision of feedback after responses did not improve retention of the material in either of the test activity conditions (multiple choice and short answer). We now turn to discussing each of these results.

The primary finding was that taking a short answer test produced superior retention of lecture material after 1 month relative to studying a lecture summary, a control condition in which participants were essentially shown twice all the critical facts that would later be tested. This result provides compelling evidence that testing can improve the retention of classroom lecture material by way of a postlecture test procedure that can be easily implemented in the classroom. Many studies have found that taking a test leads to greater retention of the material relative to a restudy condition, especially when the test involves response production (e.g., Duchastel & Nungester, 1981; Hogan & Kintch, 1971; McDaniel et al., 2007 this issue; Roediger & Karpicke, 2006b; Thompson et al., 1978).

The short answer test condition also produced superior retention relative to the multiple choice condition. This result fits well with previous laboratory research using basic materials that shows that taking an initial recall test confers larger benefits on subsequent test than taking an initial recognition test (Cooper & Monk, 1976; McDaniel & Masson, 1985; Wenger, Thompson, & Bartling, 1980). This result is also consistent with research using educationally relevant materials in which an initial short answer test produces superior performance on a subsequent test relative to an initial multiple choice test (Duchastel, 1981; Kang, McDermott, & Roediger, 2007 this issue; McDaniel et al., 2007 this issue), a result that generally occurs regardless of whether the final test is in short answer or multiple choice format (e.g., Foos & Fisher, 1988; Glover, 1989; Kang et al., 2007 this issue). Some studies have found an overall superiority of initial multiple choice test, but this may be due to very low performance on the initial short answer test (e.g., Kang et al., 2007 this issue, Exp. 1). Theoretically, one explanation for these results is the idea that greater depth or difficulty in retrieval leads to better retention of the information tested (Bjork, 1975; McDaniel & Masson, 1985). Presumably, short answer tests (which require the production of a response) involve a greater degree of retrieval difficulty than multiple choice tests (which require the selecting the correct response from a number of alternatives). In addition, the results could be explained within a transfer-appropriate processing framework (Morris, Bransford, & Franks, 1977). Taking an initial short answer test would be expected to promote better transfer relative to an initial multiple choice test when the final test is a short answer test. It is important to note
that these two theoretical explanations are not mutually exclusive, and both likely play a role in producing the present results.

The finding that the short answer test condition produced better retention than the no activity control condition is notable in that it replicates the findings of Jones (1923–1924) as well as other previous studies (Duchastel, 1980; Glover, 1989; Wheeler & Roediger, 1992). Interestingly, performance on the final short answer test was equivalent for the multiple choice and study groups. A possible explanation is that the lecture summary provided in the study condition gave a distinct advantage by exposing participants twice to all the critical facts that they would later be tested on. With respect to educational practice, this is a rather artificial study task because educators would never give students the answers to the test ahead of time. A more realistic control condition, and one we recommend for future studies of this type, would be to permit students to review the notes they took during the lecture.

One puzzling finding is that feedback did not improve retention of the material. In many experiments, feedback has a profound effect on retention (e.g., McDaniel & Fisher, 1991) because it helps test-takers to correct errors (Bangert-Drowns, Kulik, Kulik, & Morgan, 1991; Pashler, Cepeda, Wixted, & Rohrer, 2005) and to confirm correct responses (Butler et al., 2007). This null effect is likely due in part to the high level of performance on the initial tests, especially for multiple choice: Feedback was not as useful because few errors were made (see Kang et al., 2007 this issue). However, this reasoning cannot fully explain why feedback did not have an effect on the initial short answer test as participants got almost a third of the responses incorrect ($M = 0.32$). Other factors that may have led to ineffectiveness of feedback were the amount of time participants were given to process the feedback and the fact that it occurred immediately after subjects responded. The information tested by any given question was quite complicated (e.g., an answer often consisted of a long phrase or sentence). Feedback was presented for only 6 s and this amount of time may not have been sufficient to allow participants to fully process the information. The timing of feedback may be critical, because evidence exists suggesting that the ratio between the interstudy interval and retention interval maximises retention (Cepeda, Pashler, Vul, Wixted, & Rohrer, 2006). If feedback is conceptualised as an additional study opportunity (i.e., in addition to the initial exposure to the material), this research would suggest that should be presented after a delay in order to produce spaced presentations and optimal retention. Of course, an alternative hypothesis is that giving immediate feedback simply does not affect retention over long periods of time, but this generalisation seems unlikely because the type of feedback used (a representation of the question and the correct answer) almost always increases learning from tests (see Roediger & Karpicke, 2006a). On a related note,
feedback may be very important to reducing the negative effects that arise from exposing test-takers to misinformation in the form of multiple choice lures (Roediger & Marsh, 2005). However, in our experiment, very few lure items from the multiple choice test were produced as answers on the final short answer test ($M = 0.04$), and the proportion of lures produced on the final test in the initial multiple choice condition did not differ from the baseline rate of spontaneously producing these responses in the other conditions.

We believe the present findings have direct implications for educational practice. Our experiment combined ecologically valid presentation materials (actual lectures) and realistic retention intervals (1 month). This combination makes our study one of the most powerful demonstrations to date of how the mnemonic benefits of testing can be applied to enhance classroom learning. The benefit of taking a brief quiz (either short answer or multiple choice) is especially striking when compared with the no activity condition, which is perhaps more indicative of common practice in the classroom than the restudy condition. In addition to boosting retention, frequent testing can help to lower students’ test anxiety and increase the regularity of studying (Leeming, 2002). Although it did not have an effect in the present study, feedback should also be provided to ensure students are learning from the test, especially in the event of poor test performance. To minimise the time taken away from the primary classroom activities, feedback could be accomplished by requiring students to self-correct their tests after the class period. We encourage educators to incorporate testing into their daily classroom routine: The amount of class time sacrificed for a quiz is small compared to gain in retention of material.

REFERENCES


